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Estimating a rate of growth

Overview of the problem

A very common task is to estimate the rate of growth from a series of data
points.

A recent example is the EG tax levy information provided by the Town
Council as supporting documentation to a letter posted on the town website.

df

## Year Town Fire.District total_levy Yearm Yearm2 log_levy

## 1 2017 56169910 0 56.16991 15 225 4.028381

## 2 2016 57019409 0 57.01941 14 196 4.043392

## 3 2015 55443802 0 55.44380 13 169 4.015370

## 4 2014 53345988 0 53.34599 12 144 3.976799

## 5 2013 51845789 0 51.84579 11 121 3.948274

## 6 2012 45381128 4515726 49.89685 10 100 3.909958

## 7 2011 44015850 4283936 48.29979 9 81 3.877427

## 8 2010 43145369 4089627 47.23500 8 64 3.855135

## 9 2009 41524344 4043438 45.56778 7 49 3.819201

## 10 2008 39575719 4118991 43.69471 6 36 3.777227

## 11 2007 37726180 3781609 41.50779 5 25 3.725881

## 12 2006 35309164 3789535 39.09870 4 16 3.666089

## 13 2005 34598256 3670147 38.26840 3 9 3.644625

## 14 2004 32745057 3114944 35.86000 2 4 3.579622

## 15 2003 31034832 2749913 33.78475 1 1 3.520009

## 16 2002 29087641 2421471 31.50911 0 0 3.450277

## 17 2001 28495352 2254679 30.75003 -1 1 3.425891

## 18 2000 27280262 2447900 29.72816 -2 4 3.392095

## 19 1999 24831179 2390575 27.22175 -3 9 3.304016

## 20 1998 23610647 2239369 25.85002 -4 16 3.252311

## 21 1997 22193962 2269697 24.46366 -5 25 3.197189

## 22 1996 21236148 2185933 23.42208 -6 36 3.153679
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## 23 1995 20863957 2216158 23.08011 -7 49 3.138971

## 24 1994 19857249 2065485 21.92273 -8 64 3.087524

## 25 1993 18625795 1796412 20.42221 -9 81 3.016623

## 26 1992 17372127 1744031 19.11616 -10 100 2.950534

## 27 1991 16763016 1600494 18.36351 -11 121 2.910366

## 28 1990 15740762 1557003 17.29777 -12 144 2.850577

## 29 1989 14941606 1486513 16.42812 -13 169 2.798994

## 30 1988 13171368 1222298 14.39367 -14 196 2.666788

## 31 1987 11622935 1127621 12.75056 -15 225 2.545575

A simplistic approach

A very simple approach, which most people would say is the ”correct” way to
estimate the growth, is to take the ratio of the last data point to the first to get
a growth factor.

In the case of the council’s estimate of 87% growth in the tax levy between
2000 and 2015, the computation is:

total levy2015
total levy2000

=
55443802

29728162
= 1.86503 ≈ 1.87

The ”87 percent growth” number is obtained by subtracting one from 1.87 and
multiplying by 100.

There is a lot of room for improvement with this method because:

• We have 16 data values, but we ignored 14 of them. The 16 data values
can be paired in 120 distinct ways, and every pair will give a different
estimate of the growth rate.

• By picking just two points, we made it impossible to evaluate the precision
of our estimate.

Judging the quality of an estimator

In statistics, an estimator is defined very broadly as a function of a sample, so
there are always many, many possible estimators, none of which can be singled
out as the ”right” one. The most one can say is that some estimators are better
than others.

The quality of estimators can only be determined in the context of a partic-
ular set of assumptions or model for the data.

There is a famous remark attributed to George Box that begins with ”All
models are wrong”, which is a way of saying that there is no ”right” model and
the best we can hope for is a rough approximation to the real world.
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The second part of Box’s remark is ”Some models are useful”. If a model
captures enough of the important aspects of some phenomenon, then it is useful
as a simplified version of reality and we can learn things about the behavior of
the real world from it.

Even a model that clearly does not fit the data can be useful because we can
learn by understanding how the real world differs from this model.

The signal and noise framework

A common way to think about observed data values is to consider them to be
the sum of two unobserved components:

• A ”signal” part, which may conform to some simple formula.

• A ”noise” part, which consists of random values superimposed over the
signal.

Typically the ”signal” part is modeled as a simple mathematical function
such as the equation of a straight line or a smooth curve, while the ”noise”
part is modeled as a random quantity, usually assumed to have a normal or bell
curve distribution with a mean of zero.

Adding random noise to a smooth curve produces data that resembles many
real-world datasets.

In this framework, we never get to observe the signal and noise separately,
we can only see their sum. The growth estimation problem boils down to coming
up with a best guess at the signal and noise, using the values we observe, which
we assume to be the sum of two unknown quantities.

From this perspective, we can see that the simplistic method described earlier
treats the first and last data points are pure signal rather than signal plus noise.
People argue ”but that’s what really happened”, and it is, but you have to come
to grips with the fact the same can be said of all of the data points, and different
pairs of points give conflicting information on the growth rate.

The signal and noise model is one way of dealing with that fact. If you
assume that the first and last points are the ”correct” ones, then everything in
between is wrong, which is difficult to accept.

The exponential growth model

The signal corresponding to a constant annual percentage growth corresponds
to an exponential curve, that is, a curve of the form

y = Aebt
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where A is the value of y at time t = 0 and b is a growth constant equal to the
natural log of the growth factor.

For example, 4% annual growth corresponds to a growth factor of 1.04 and
a growth constant of

ln(1.04) = .0392

The growth curve for the tax levy, in millions, assuming a 4% growth rate
and a 2017 levy of $56.2 million is:

y(t) = 56.2 · e.0392t t = 0, 1, 2, . . .

where t is the number of years since 2017.

Because eln 1.04 = 1.04, this curve interpolates the numbers you would get
by compounding the growth factor:

y(t) = 56.2 · eln 1.04·t = 56.2 · (1.04)t

so the predicted levy for future years is:

• 2017: y(0) = 56.2 · (1.04)0 = 56.2

• 2018: y(1) = 56.2 · (1.04)1 = 58.4

• 2018: y(2) = 56.2 · (1.04)2 = 60.8

• 2018: y(3) = 56.2 · (1.04)3 = 63.2

• and so on

Working in the log scale

The simplest model for the signal part of the data is a straight line. Generally it
is much easier to fit a straight line to a set of data than a curve, mainly because
there are many nearly identical curves and they are impossible to distinguish in
the presence of noise.

A simple algebraic trick converts the exponential growth signal into a straight
line equation:

y(t) = Aebt is equivalent to ln(y(t)) = lnA + bt

In other words, fitting an exponential growth model to a set of data values is
the same as fitting a straight line to the log transformed values. This makes the
analysis much easier.

Our yardstick for comparing candidates for our best guess will be the differ-
ences between what the model predicts for each point, and the value we actually
observed. These differences are called the residuals.
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Any pattern visible in a plot of the residuals is an indication that our model
is not capturing all of the information in the sample and we can probably do
better.

Levy data analysis

Constant growth model

Our first attempt will be the constant percentage growth model, using the log-
transformed levy values from 1987 to 2017 (31 data points)

lm1 <- lm(df$log_levy~df$Yearm)

summary(lm1)

##

## Call:

## lm(formula = df$log_levy ~ df$Yearm)

##

## Residuals:

## Min 1Q Median 3Q Max

## -0.164827 -0.009336 0.009501 0.038098 0.063009

##

## Coefficients:

## Estimate Std. Error t value Pr(>|t|)

## (Intercept) 3.436413 0.009892 347.40 <2e-16 ***

## df$Yearm 0.048401 0.001106 43.77 <2e-16 ***

## ---

## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

##

## Residual standard error: 0.05508 on 29 degrees of freedom

## Multiple R-squared: 0.9851,Adjusted R-squared: 0.9846

## F-statistic: 1915 on 1 and 29 DF, p-value: < 2.2e-16

The estimated annual growth factor is obtained by exponentiating the slope
estimate, which gives 4.96% with a 95% confidence interval of (4.73, 5.19).

A good next step is to plot the values that lie on the straight line the model
chose to represent our signal, known as the fitted values, against the actual
observed values.

We can do this For years from 1987 to 2017:

plot(lm1$fitted.values~df$Year, type='l')

lines(df$log_levy~df$Year)
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This graph indicates some obvious discrepancies between our constant growth
model and the data. The model underpredicts the levy in the middle, and over-
predicts at both ends.

The next step is to look for a pattern in the differences between the fitted
and actual values, which are called the residuals:

plot(lm1$residuals~df$Year)

lines(rep(0,nrow(df))~df$Year)
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This plot shows systematic departures from the constant growth model.

It represents some of the best evidence against the council’s narrative of
runaway growth in the levy.

The tax levy has been lower than the historical growth rate would produce
every year since 2010, and if anything growth is slowing down.

Constant growth model: Only data since 2000

df2 <- df[df$Year > 1999,]

lm2 <- lm(log_levy~Yearm,data=df2)

summary(lm2)

##

## Call:
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## lm(formula = log_levy ~ Yearm, data = df2)

##

## Residuals:

## Min 1Q Median 3Q Max

## -0.073353 -0.017645 0.005301 0.024904 0.040372

##

## Coefficients:

## Estimate Std. Error t value Pr(>|t|)

## (Intercept) 3.496287 0.011984 291.75 < 2e-16 ***

## Yearm 0.040363 0.001441 28.01 5.04e-15 ***

## ---

## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

##

## Residual standard error: 0.03172 on 16 degrees of freedom

## Multiple R-squared: 0.98,Adjusted R-squared: 0.9788

## F-statistic: 784.6 on 1 and 16 DF, p-value: 5.04e-15

The estimated annual growth factor is obtained by exponentiating the slope
estimate, which gives

e0.048401 = 1.0496

corresponding to a growth rate of 4.96% with a 95% confidence interval of
(4.73, 5.19).

A good next step is to plot the values that lie on the straight line the model
chose to represent our signal, known as the fitted values, against the actual
observed values.

We can do this For years from 1987 to 2017:

plot(lm2$fitted.values~df2$Year, type='l')

lines(df2$log_levy~df2$Year)
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This graph indicates some obvious discrepancies between our constant growth
model and the data. The model underpredicts the levy in the middle, and over-
predicts at both ends.

The next step is to look for a pattern in the differences between the fitted
and actual values, which are called the residuals:

plot(lm2$residuals~df2$Year,data=df2)

lines(rep(0,nrow(df2))~df2$Year,data=df2)

9



2000 2005 2010 2015

−
0.

06
−

0.
04

−
0.

02
0.

00
0.

02
0.

04

df2$Year

lm
2$

re
si

du
al

s

This plot shows systematic departures from the constant growth model.

It represents some of the best evidence against the council’s narrative of
runaway growth in the levy.

The tax levy has been lower than the historical growth rate would produce
every year since 2010, and if anything growth is slowing down.

lm3 <- lm(log_levy~Yearm+Yearm2,data=df)

summary(lm3)

##

## Call:

## lm(formula = log_levy ~ Yearm + Yearm2, data = df)

##

## Residuals:

## Min 1Q Median 3Q Max

## -0.070525 -0.016378 0.004809 0.018972 0.049673
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##

## Coefficients:

## Estimate Std. Error t value Pr(>|t|)

## (Intercept) 3.488e+00 7.392e-03 471.922 < 2e-16 ***

## Yearm 4.840e-02 5.505e-04 87.924 < 2e-16 ***

## Yearm2 -6.503e-04 6.892e-05 -9.437 3.41e-10 ***

## ---

## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

##

## Residual standard error: 0.02741 on 28 degrees of freedom

## Multiple R-squared: 0.9964,Adjusted R-squared: 0.9962

## F-statistic: 3910 on 2 and 28 DF, p-value: < 2.2e-16

plot(lm3$fitted.values~df$Year, type='l')

lines(df$log_levy~df$Year)
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plot(lm3$residuals~df$Year)

lines(rep(0,nrow(df))~df$Year)
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